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ABSTRACT
The paper describes the first version of the TextMOLE (Text
Mining Operations Library and Environment) system for
textual data mining. Currently TextMOLE acts as an ad-
vanced indexing and search engine: it parses a data set,
extracts relevant terms, and allows the user to run queries
against the data. The system design is open-ended, robust,
and flexible. The tool is designed to quickly analyze a corpus
of documents and determine which parameters will provide
maximal retrieval performance. Thus an instructor can use
the tool to demonstrate information retrieval concepts in
the classroom, or use the tool to encourage hands-on explo-
ration of concepts often covered in an introductory course
in information retrieval or artificial intelligence. Reseachers
will find the tool useful when a ‘quick and dirty’ analysis of
an unfamiliar collection is required.

Categories and Subject Descriptors
H.4 [Information Systems Applications]: Miscellaneous

General Terms
Algorithms, Experimentation

Keywords
Information Retrieval, Textual Data Mining, Machine Learn-
ing

1. INTRODUCTION
In this paper we describe the TextMOLE (Text Mining

Operations Library and Environment) system. This tool
has been developed to assist with research and classroom
instruction in textual data mining topics. These topics are
typically covered in courses such as Machine Learning, In-
formation Retrieval, and Artificial Intelligence. The tool
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provides a medium to demonstrate the fundamentals in in-
formation retrieval, particularly the complicated and am-
biguous problem of determining what document(s) are most
relevant to a given query. The user can configure the index-
ing and/or retrieval options, allowing for quick comparisons
between different sets of parameters. This will allow easy
exploration of the benefits and drawbacks for each set of
parameters. Currently the system allows easy configuration
of local and global term weighting, stop lists, and the use
of stemming. An instructor can develop assignments which
encourage students to use the system in order to determine
optimal parameter settings for a given collection. For ex-
ample, it can be used to show how a simple change to the
the weighting schema for a given query can result in more
relevant results (or can ruin an otherwise excellent query).

The tool has a clear and simple implementation, which
sets it apart from the other complicated text-mining tools
that exist today. The source code can be easily understood
by a student with two semesters of programming experience
in C++. The source code will be freely available so that an
instructor can choose to develop more challenging assign-
ments that involve changes to the TextMOLE system or use
of the library functions.

In the next section we provide a brief introduction to in-
formation retrieval. In Section 3 we present an overview
of the application. In Section 4 we present our views on
why this application is needed and how it can be used in
the classroom. In Section 5 we offer our concluding remarks
and describe some enhancements we are planning to make
to the system.

2. BACKGROUND
In this section we set up the terminology that will be used

to describe the application in Section 3.

2.1 Overview of Information Retrieval
In information retrieval applications, we refer to two pri-

mary entities: terms and documents. Documents are units
of retrieval; for example, a paragraph, a section, a chapter,
a web page, an article, or a whole book. An index term (or
simply a term) is a word (or group of words) that is used to
represent the content of a document.

2.1.1 Traditional Vector Space Retrieval
In traditional vector space retrieval, documents and queries

are represented as vectors in t-dimensional space, where t is
the number of indexed terms in the collection. Generally



the document vectors are formed when the index for the
collection is generated (these vectors form a matrix that is
often referred to as the term by document matrix), and the
query vectors are formed when a search of the collection is
performed. In order to determine the relevance of a docu-
ment to the query, the similarity between the query vector
and each document vector is computed. The cosine similar-
ity metric is often used to compare the vectors [10]. The
cosine similarity metric provides an ordering of the docu-
ments, with higher weight assigned to documents that are
considered more relevant to the query. This ordering is used
to assign a rank to each document, with the document whose
weight is highest assigned rank = 1. Retrieval systems typ-
ically return documents to the user in rank order.

2.1.2 Term Weighting
Term weighting schemes are commonly applied to the en-

tries in both the query and the document vectors [5, 10, 4].
The purpose of weighting schemes is to reduce the relative
importance of high frequency terms while giving words that
distinguish the documents in a collection a higher weight.

2.1.3 Stop List
Terms extracted from a corpus are usually compared to

a list of common words - ‘noise’ words that are presumed
to be useless for running queries - and any matches against
this list are discarded. This is usually called a stop list (the
words on this list are called stop words).

2.1.4 Stemming
Stemming is another technique that is commonly used to

control the list of words indexed for a collection. If stem-
ming is chosen, words are run through an algorithm that
attempts to reduce a word to its root, although this will
often not be the true linguistic root of the word. The stem-
mer reduces similar words to the same root, and this has
two positive effects. First, the number of indexed terms is
reduced because similar terms are mapped into one entry.
Second, the relevancy of the results is often improved by a
significant margin. Intuitively, if you search for a stemmed
word, you will get results for all stemmed words similar to
it. For example, if you search for ’design’, you will return all
results from ’designs’, ’designed’, ’designing’, etc. Of course,
just as with the stop lists, this is not always a desirable re-
sult. TextMOLE contains an implementation of the Porter
Stemmer [6].

3. OVERVIEW OF TEXTMOLE
Currently TextMOLE is an advanced indexing and search

engine: it parses a data set, extracts terms, and allows the
user to run queries against the data. Future versions will
include support for other textual data mining tasks, such as
classification, emerging trend detection, filtering, and auto-
matic summarization.

We have designed the system to be as open-ended, robust,
and flexible as possible. The program is designed using a
3-tiered architecture, isolating the presentation layer from
the rest of the program. The GUI interface for the tool is
written for the Windows operating system. However, with
the Windows code isolated, future ports to other operating
systems will be as painless as possible. The tool is written
in C++, and most of the internal storage of data is done
using STL (Standard Template Library) vectors and lists.

Figure 1: TextMOLE Indexing Screen

 

3.1 Indexing Options
The first task required in any text-mining application is

reading, analysis, organization, and storage of the text con-
tained in the data set. All of these actions are collectively
known as the indexing of the collection. This parsing is
often very time-consuming, especially for larger collections;
however, we accept a performance degradation in the ini-
tial parsing time in order to make queries faster. A sample
TextMOLE indexing screen appears in Figure 1.

Documents to be parsed by the TextMOLE tool must be
in XML format, with a tag delimiter designating each doc-
ument as well as each field within a document. A function
which converts files containing documents in SMART for-
mat to XML is including in the current release. Converters
for other document types will be added as time permits.
The user specifies the document delimiter as well as the
fields which should be extracted and indexed. Performance
times for the initial parsing of the data sets range from ap-
proximately 30 seconds for 900 documents (2.03 MB) to 80
seconds for 2350 documents (5.39 MB). The performance
time for applying weighting schemes to terms and executing
queries is subsecond for data sets of these sizes.

3.1.1 Stop List
Our tool provides a default stop list containing 570 of the

most common words in the English language. Use of this
stop list is optional. In addition, the option to include a
second stop list is included. This allows a user to augment
the default stop list with an additional set of words, or use
just their own stop list and exclude the default, providing a
great degree of flexibility.

3.1.2 Stemming
When setting up the initial parsing of the data collection,

a user has the option to include use of stemming. If stem-
ming is chosen, words that are not thrown out by a stop
list are run through the Porter Stemmer algorithm [6]. The
Porter Stemmer algorithm reduces the number of indexed
terms by 1/3 on average [6]. If stemming is used, the stem-
ming algorithm will be applied automatically to the queries
when a search is initiated.

3.2 Query Options
Figures 2 and 3 show the single query input screen along

with the results screen. Currently all documents contain-



Figure 2: TextMOLE Single Query Screen

 

Figure 3: TextMOLE Single Query Results

 

ing at least one query term will be retrieved (default OR
operation). Implementation of advanced boolean search is
planned.

We have implemented a variety of well-known and effec-
tive term weighting schemes [3]. Term weighting can be
split into three types: A local weight based on the frequency
within the document, a global weight based on a term’s fre-
quency throughout the dataset, and a normalizing weight
that negates the discrepancies of varying document lengths.
The entries in the document vector are computed by multi-
plying the global weight for each term by the local weight
for the document/term pair. Normalization may then be
applied to the document vector.

The weighting scheme(s) to be applied to the document
and/or query vectors are specified by the user (see Figure
2).

3.2.1 Local Weighting
The local weighting schemes are outlined in Table 1. As

a rule of thumb, local weights are designed to make terms
that appear more frequently within a document more im-
portant. The binary weight is very intuitive: it states that
if fij (the frequency of term i in document j) is zero, then
the local weight is zero, and if it is anything else, it is set to
1. The within-document frequency is the default, because it
just uses the number of times a term i appears within a doc-
ument j as the local weight. The log scheme is designed to
lessen the importance of frequently-appearing terms within a

Binary 1 if fij > 0
0 otherwise

Term Frequency fij

Log (1 + log fij) if fij > 0
0 otherwise

Normalized Log (1 + log fij)/(1 + aj) if fij > 0
0 otherwise

Table 1: Local Weighting Schemes

Inverse Doc Fre-
quency (IDF)

log(N/ni)

Probabilistic In-
verse

log(N − ni)/ni

Entropy 1+
PN

j=1
(fij/fj)(log(fij/fi)/log(N))

Global Frequency
IDF

fi/ni

Table 2: Global Weighting Schemes

single document, while still assigning them more value than
the binary weighting scheme. The normalized log scheme
divides the log scheme by 1 + aj , where aj is the average
frequency of all terms in document j.

3.2.2 Global Weighting
Global weighting schemes are designed to indicate the rel-

ative importance of a term within the entire corpus. The
global weighting schemes we have implemented are described
in Table 2. The inverse document frequency is probably the
most well-known, and it simply the number of documents in
the data set, N , divided by the number of documents con-
taining term i. This awards a higher weight to terms that
appear in fewer documents and are thus better discrimina-
tors. The probabilistic inverse algorithm looks similar, but
acts differently because terms that appear too frequently (in
more than half the documents in the collection) will actu-
ally be awarded a negative weight. The entropy weighting
scheme assigns terms a value between 0 and 1; it assigns a
term the weight of 0 if it appears in every document, and
it assigns a term the weight of 1 if it appears in only one
document. Anything in between will be assigned a weight
somewhere between 0 and 1. The net effect of this weighting
is to award a higher weight to terms that appear less often
in a small percentage of documents. The global frequency
IDF algorithm awards a high weight to terms that have a
higher than expected frequency (in relation to the number
of documents containing the term). The minimum weight
that the global frequency IDF algorithm can grant is 1, and
there is no maximum.

3.2.3 Normalization
Document normalization, if specified by the user, is ap-

plied using the cosine algorithm, which is the most common
form of normalization. This algorithm divides each element
of the document vector (after local and global weights have
been applied) by the magnitude of the vector, thereby forc-
ing the length of each vector to be one. Normalization at-
tempts to fix the inherent advantage that longer documents
would get when calculating the cosine similarity between a
document and query.



Figure 4: TextMOLE Multiple Query Screen

 

Figure 5: TextMOLE Multi-Query Results

 

3.2.4 Measuring Retrieval Performance
Precision and recall are often used to measure the quality

of an information retrieval system. Precision is defined as
the percentage of retrieved documents which are relevant to
the query. Recall is the percentage of all relevant documents
that were retrieved.

Precision and recall require the existence of collections
that contain a group of documents, a set of standard queries,
and a truth set for each query (a list of truly relevant docu-
ments). The TextMOLE includes the capability of running
a set of queries for a collection and measuring precision and
recall, based on a truth set that is provided. There are sev-
eral open source collections that contain standard queries
and truth sets, such as the SMART collections, which can
downloaded from the SMART web site at Cornell Univer-
sity [8], and Text Retrieval Conference (TREC) collections,
available from the Linquistic Data Consortium (LDC) [9].
Figures 4 and 5 show the TextMOLE operation using one
such collection, CISI, from the SMART web site.

3.3 Zipf Graph
TextMOLE also provides a visualization of the data set

by graphing the log of the frequency of each global term
against the log of its rank (where the most frequent term
is given a rank of 1, etc.). Due to the natural distribution
of words in language, when all of a document’s terms are
plotted on a log scale, they create a near perfect plotting of

a negatively-sloped line. The natural tendency of this line
to form for any given collection of documents is known as
Zipf’s Law (see Figure 6).

Zipf’s Law is unintuitive and therefore difficult for stu-
dents to believe when they first encounter it. With the
TextMOLE, an instructor can demonstrate Zipf’s Law in
a few minutes. It is often helpful to follow this demonstra-
tion with an assignment asking the students to show that
Zipf’s Law works for a collection of their own choosing. This
assignment can utilize the TextMOLE, or students can be
asked to develop a program to count words and use Excel
to produce the graph.

4. DISCUSSION
When students first attempt to develop an Information

Retrieval application for a first course in Information Re-
trieval (IR), they immediately run into issues that they have
not faced in other courses. First and foremost is the need to
parse text with little or no structure. Undergraduate pro-
gramming assignments require infrequent use of text, and
very few assignments force students to deal with unstruc-
tured text. A second problem that arises is the issue of size
and time. In our experience, students have little patience
with waiting for several minutes for a program to parse a
moderate-sized file. They tend to assume the program is
‘wrong’ and/or reduce the size of the input file to a imprac-
tical size.

Weeks of a semester can be spent getting students through
these issues (and the authors believe that this time is well
invested). If an instructor wishes to move into a survey
advanced topics in IR or text mining, the IR students are
asked to implement a basic search and retrieval system and
then the class moves on to other topics. Issues pertaining
to weighting schemes or indexing options are mentioned in
passing, and the impact these parameters have on retrieval
performance tends to be overlooked by students.

TextMOLE can be used to develop an interim assignment
which encourages robust exploration of these issues in in-
dexing without requiring a large amount of programming.
A week is a reasonable deadline for students to complete an
analysis of a dataset using TextMOLE. Some programming
will most likely be required unless the instructor provides
sample datasets which are already in XML format.

Existing textbooks provide code [2] or refer students to ex-
isting retrieval systems, such as the SMART system [1, 7],
but these systems do not tightly integrate indexing and re-
trieval, and are difficult for students to install and run. Fur-
thermore, multiple indexing options and weighting schemes
are not implemented (although excellent assignments that
involve adding options to these systems can be developed).

Instructors for courses in Machine Learning (ML) or Ar-
tificial Intelligence (AI) may wish to include a segment on
Data Mining or Textual Data Mining. It is impractical to
expect students to overcome the programming issues men-
tioned above when only a week or two can be dedicated to
a topic. The WEKA tool [11] can be used to model data
mining tasks, but does not address text mining. TextMOLE
can be used to fill this gap and provide students with a solid
introduction to IR and Text Mining, which can be leveraged
if students will be asked to complete a final project on some
advanced topic in ML or AI.

TextMOLE was developed by an undergraduate student
for his honors thesis. Adaptions and enhancements to the



Figure 6: TextMOLE Zipf Graph

 

tool would make excellent semester or year long projects for
seniors looking for capstone experiences in computer science.

5. CONCLUSIONS AND FUTURE WORK
Currently, the most practical use for the tool is classroom

instruction. The simple and intuitive interface provides a
wealth of information about a chosen corpus, and the source
code can be easily understood by students. The tool pro-
vides an excellent medium to demonstrate the fundamentals
of information retrieval. In particular, it shows how varying
the indexing and weighting options for a corpus can impact
query results.

Thus far only the foundation for indexing collections of
documents and running queries has been developed. There
are many advanced features available to be implemented.
In the next version, we will include options for indexing us-
ing noun phrases or n-grams instead of words. The only
method of data querying available in the current version is
vector space retrieval, but more advanced analyses, such as
dimensionality reduction techniques, will be added. Addi-
tional preprocessing support for other data formats will also
be built into future versions of the program. We also plan
to add support for other applications in text mining, such
as emerging trend detection, first-story detection and clas-
sification. We will maintain our commitment to developing
code which can be understood and modified by undergrad-
uate computer science majors.
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